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Wikibase is the open-source software that powers Wikidata: an add-on to MediaWiki, the engine behind
Wikipedia, that lets structured data live alongside ordinary wiki pages. Used as a research method, it turns that
software into the shared workspace of an interdisciplinary, mixed-methods project — a single website where
the project's data, documentation, notes and tasks accumulate as a knowledge graph. It answers a familiar
failure mode: on a project with several kinds of data, material piles up without explicit structure and scattered
across systems, computers and file formats, until neither the team nor a machine can read it whole. Reach for it
when a research question needs more than one type of data, when the people answering it come from
disciplines with different vocabularies, and when the project will run long enough that the structure of the data
must itself be negotiated and revised. Francesco Bailo developed the approach with Emily Booth (UTS) and
Jennifer Williams (Macquarie) over several years of social-media research; none of the three is a computer
scientist, which is part of the argument — the tool is usable by anyone who can browse the web, while technical
team members work through its API and query service.

From Wikipedia to Wikidata to Wikibase
Wikipedia is an encyclopaedia anyone can edit, and as it grew in size and complexity it became clear that its
articles worked well for human readers but were close to useless to machines: the information was not
presented in a form a program could act on. Infoboxes helped and were still not enough. The response,
originating in the German Wikimedia community, was Wikidata — a sister project holding the structured
entities extracted from the articles, connected to each other through explicit relationships.

Wikibase is the software that powers Wikidata. It is not standalone: it is an extension of MediaWiki, the
software behind Wikipedia. (The naming is confusing and worth settling early — MediaWiki is the software,
Wikimedia is the foundation.) MediaWiki supplies the website and the wiki behaviour: pages of text, images
and video that can be read as static pages or opened in an editor and changed. Wikibase adds a layer of special
pages on top, in which you create data items — each with its own unique URL — and define the properties that
connect them.

The consequence is that you never have to choose between a wiki and a database. Unstructured material (a
transcript, a news article, a media file) and structured statements about that material live on the same website.
The software is open source and therefore free, and it is actively maintained by Wikimedia because Wikidata
depends on it — not a project somebody built and then abandoned. Wikidata itself, at wikidata.org, is the
world's largest Wikibase instance and serves as a live reference for anything you want to model.

Why a knowledge graph suits interdisciplinary teams
A knowledge base is a pile of documents. A knowledge graph stresses the relationships among items: you are
not merely depositing articles, numbers and images, you are explicitly relating entities — the author of a social-
media post to the text of the post, to an attached image, to anything else that matters. The resulting structure can
be navigated by a person following links and by a machine issuing queries, and that dual readability is the
method's central appeal.

The organising metaphor is a table. An interdisciplinary project gathers people around a research question that
requires several types of data, and each of them arrives with different concepts, different vocabularies, different



methods — which from the outside can look like inconsistency. Wikibase is the shared table around which they
congregate. Crucially, it is set up on day one, not later for the analysis, because the software is flexible enough
to let you put the data in first and structure it later, and because, being a wiki, it can keep changing throughout
the entire life of the project and be published at the end.

Several properties make it work as that table:

One place, one address. Data, all the documentation, all the notes produced along the way, and even the
tasks still to be done on that data sit at a single URL everyone can reach. Nothing is distributed across
laptops and formats.
Simultaneous rather than sequential collaboration. Nobody has to email a file onward so the next
person can work. This is the software running Wikipedia, with thousands of concurrent editors at any
moment, so it is robust under that pattern — Bailo's comparison is trying the same thing with documents
on SharePoint, and good luck.
A low barrier to entry. If you can browse the internet you can use it, and it requires essentially no
training, because it is a website built on Wikipedia's interface. Meanwhile the computationally minded can
reach the same material through the API and the SPARQL query engine.
No forced qualitative/quantitative split at collection time. You do not need a formal distinction between
which data is qualitative and which is quantitative while you are collecting; that can be deferred and
settled together later.

The distinction underneath all this is between multidisciplinary and interdisciplinary work. Multidisciplinary
work happens in parallel — economists in one room, sociologists in another, computer scientists in a third, each
working out their own problems, data, approaches and methodology, and bringing results back together shortly
before the write-up. Interdisciplinary work creates a shared definition of the research problem and produces the
results together, from day zero, integrating assumptions, methodology and the definition of the parts of the
problem. In climate research the multidisciplinary pattern has economists building models that political
scientists later apply; the interdisciplinary version has political stability indicators shaping climate models and
climate tipping points informing the economists' modelling, with the climatologist and the econometrician in
conversation rather than shipping outputs to each other.

This is hard, and the difficulty is linguistic. Spend long enough inside one discipline and you stop having to
define every step — you present the package and colleagues buy it, because they belong to the same linguistic
community. Interdisciplinarity means stepping out of that comfort zone, and because that is uncomfortable it
needs every available support: transparency, and documentation as a constant process rather than a final
deliverable. Disciplinary definitions are not dropped; they are redefined together, repeatedly, across the steps of
the work. Where disciplines simply speak incompatible languages, research stalls and the team falls back to
parallel work stitched together at the end.

Accessibility is therefore a methodological choice, not a convenience. Bailo's illustration is spatial data: a social
scientist may have a genuine interest in the geographic dimension of a problem and still be stopped cold by the
file, not knowing the format or which software opens it. The person producing the data has not made it
accessible to the person who would like to use it, and that siloing is a barrier research itself creates. A web-
based interface is close to universal; lowering the barrier is what keeps the constant deliberation of
interdisciplinary work feasible. If the barriers stay up, what you are doing is no longer interdisciplinarity.

Bailo's own case was social-media research on hate speech, using structured and unstructured data together.
Social scientists did manual qualitative coding; that coding informed the training of classifiers; the classifier
outputs looped back to the human side. Each side benefited from the other's work, and — the point that matters



more — each came to understand the shape of the data well enough to contribute creatively to the research
problem.

Deciding whether the method fits
Not everything should be interdisciplinary. Disciplines serve a function in academia precisely because you
sometimes need a silo in which to develop specific ideas and concepts; the method is for the problems that do
not fit there. Three questions decide it:

1. Can the problem be addressed using a single data type? If it can, Wikibase is not for you — software
suites dedicated to a single data type are more appropriate, and mixed methods would be unnecessary
overhead.

2. Can you practically and ethically collect more than one type of data? Sometimes the additional data
type cannot ethically be collected at all.

3. Does the team have the capability to handle multiple data types?

The method suits teams that are sufficiently extended and diverse, in both the disciplines and the data involved.

Collection ethics and the problem with data surfacing
Ethical considerations are always present when the data is about people, and making the research transparent —
to the whole team, and potentially to people outside it — is itself part of addressing them well. The trade-off is
not clear-cut: larger research benefits can justify higher participant risk, so a project may accept more risk if it
expects more benefit. What is not defensible is collecting data regardless of risk without a clear idea of how it
will be used.

The counter-example is data surfacing, which Palantir made the core of its business: acquire as much data as
possible — in Palantir's case largely supplied by providers rather than collected — feed it into an algorithm,
and let patterns surface, asking the questions afterwards. That can build a multi-million-dollar enterprise; it is
not research practice, and no Australian ethics committee will approve it. You cannot ask a university ethics
committee for access to everything you can get your hands on and promise to work out the purpose later. You
have to state exactly what the data is for, how it will be used, what the methods are, and whether that justifies
the risk to participants. Bailo's blunter version of the distinction: if an immigration enforcement agency wants a
list of people to target, a surfacing operation will supply it; understanding patterns is a different kind of
problem.

This does not outlaw exploratory work. Collecting broad news coverage of a political party's speeches before
the research question is sharp is a matter of balancing risk, and news data sits at the low-risk end; going to
Telegram accounts and collecting discussions is a different problem, because you are then building a data
collection that needs its own ethics approval. There is also a split model worth knowing: an archive can collect
material precisely because it will not exist in five years — or five minutes — while requiring anyone who
wants to access it to bring ethics approval for their specific intended use. That rebalances the collection-versus-
purpose problem rather than dodging it.

The data model: items, properties and statements
The model is deliberately minimal, because it has to be usable by millions of people without technical
expertise.



Items are things, identified by the letter Q plus a number. On Wikidata, Earth is Q2 and Douglas Adams is Q42.
Properties are the relationships that link items, identified by P plus a number: "instance of" is P31.

These identifiers are persistent, and they are only numbers. Human-readable labels sit separately on top, are
multilingual, and can be changed as often as you like — an item can carry several. That separation is the
model's most consequential feature, because it splits the ontology (your labels and meanings, revisable at any
time) from the schema (numbers pointing to numbers through a numbered property, stable). Renaming never
breaks a link that points at an item, unlike a URL with a name in it, which breaks the moment the name
changes.

The atomic unit is the triple statement — subject, property, object — an idea that predates Wikibase and
comes from RDF and knowledge graphs. It runs in one direction. Accumulate triples and a graph emerges,
because each item ends up with many connections rather than one, and you can then navigate it by hand,
clicking links, or query it with SPARQL. Statements that share a property are grouped together in the interface:
on the Wikidata item for Hillary Clinton, the two "given name" statements sit in one visible group, the family
name in another.

Values that are not items

Sometimes you do not want to link an item to another item but to qualify it. The property stays, and what sits at
the far end is a value of a declared data type. The essential types — and the list is growing — are item, string,
quantity, point in time, URL, media file, and external identifiers. External identifiers are what let your graph
reach other people's: a researcher can carry an ORCID iD, and if you are studying parliamentary speeches
against an external database of them, the MP will have an identifier there. Sharing identifiers this way makes
federated queries possible — instead of querying only your own knowledge base, you query yours and
Wikidata at the same time.

One further property of the model is useful for contested categories: the same property can carry multiple, even
contradictory values on the same item. On Wikidata, "sex or gender" is the standing example — an item can
hold values that disagree, and nothing about the schema breaks. Genuinely disputed classifications can be
represented honestly rather than resolved by force.

Ontologies, codebooks and schemas
Wikibase's technical surface is simple; using it for research requires design thinking layered on top, and the
concept to think with is the ontology. Setting aside the philosophical senses of the word, Bailo teaches it as
three layers:

The codebook is the traditional way social scientists attach labels to data — reading a newspaper article
and marking up that here is a person, here is a theme. Its primary user is a human being; its core function is
encoding meaning, since the labels only work if a human interpretation is attached; and it is highly flexible
and unstructured.
The data schema is blind to labels — you can replace them without breaking anything — and its primary
user is a machine navigating your graph. It encodes relations, not meaning.
The ontology is what you get when you combine the two. It expressly defines that a property such as "has
written" links a person to a book and cannot link an animal to a place. From a schema perspective you
could perfectly well link an animal to a book as its writer; from a human perspective the codebook entry
would be meaningless. An ontology encapsulates both the relationships among your entities and



meaningful labels for those entities and relationships — so a person can interpret the graph and a machine
can traverse it, and you can extract human meaning from the graph by letting a machine navigate it.

The practical difference between the two traditions is decisive: codebooks require data; ontologies do not.
You can define a basic ontology before collecting anything, use it to shape the first phase of collection, and let
it evolve — you can define a worldview before the first interview. You can also involve non-technical people in
shaping it, and in Bailo's experience the ontology discussion was the moment the interdisciplinary team actually
came together. Computer scientists, non-computer-scientists and security studies researchers had to agree on
what a "theme" is when studying hate speech and security issues on social media. The computer scientists
needed to hear the social scientists, because they would be applying that understanding computationally; once it
was written down as "this item, through this property, links to that item", the computer scientists could act on
the schema while the whole team, themselves included, understood the labelling.

The ontology can be captured inside Wikibase itself — the instance holds the ontology and, as it arrives, the
data that instantiates it. Dedicated open-source software exists, notably Protégé, which does not do data
collection but is fine for defining an ontology; technically it is not needed, and a whiteboard sketch of items,
properties and connections is enough to start.

Working practices around ontologies:

Start from a small number of entities, defined and related to each other, and grow from there.
Treat redefinition as constant. Bailo's team defined an essential ontology early, collected social media data,
then went back and retuned the ontology to the problem.
Avoid orphans — items not connected in any way to the rest of the dataset. How things connect is part of
the ontology discussion, not an afterthought.
Schedule alignment meetings every few months. These moments of bringing people back to the table are
what stop an interdisciplinary team from dispersing.
Know when to stop. You could redefine forever; at some point the ontology is good enough, and it will
never be perfect.
Keep scope in view. Items such as book or paper and properties such as author, publication year or
number of chapters map the world your project inhabits; every item you collect should sit comfortably in
that world and be linkable to the rest of it.

Layering: past the qualitative/quantitative divide
The second metaphor is layering, and it replaces the qualitative/quantitative distinction rather than bridging it.
That distinction functions largely as a way of identifying researchers — are you a qualitative or a quantitative
researcher — and the two groups speak different languages, which is why quantitative social scientists find
their work hard to sell to qualitative colleagues. The split is not only about methods; it runs down into ontology
in the philosophical sense.

The alternative is a continuum from unstructured to structured. A news article is not intrinsically qualitative
or quantitative; it is unstructured, with only whatever structure the formatting and masthead supply. Structure is
then added to it: labels, in the manner of an XML or JSON tagging system, give it semi-structure; further work
relates what is mentioned inside it to things outside it and to other data items, until it is structured enough for
the purpose. The same data item moves along the continuum. Text, audio and images all start as unstructured
material that can live as pages in Wikibase; annotation follows — who the interviewer is, the date, what is



being discussed — and then the relating of what one text mentions to what another mentions, at which point
there is a graph.

Two things make layering the right word. First, it is enrichment rather than transformation: you can quantify a
text without discarding the text, and the original layer remains available. Second, analysis is not confined to the
top layer — it can move up and down, and the same object can be analysed at each of the layers it is composed
of. The integration of qualitative, quantitative and computational methods is then defined by the structure itself:
you do one kind of analysis at one layer and another kind at another, and where you stand when you reach the
analysis phase is a decision you keep, rather than one you were forced into at collection time.

Standing up an instance

Deployment options
Three paths, in descending order of realism and ascending order of convenience:

A Linux web server, typically at your university. This is the deployment to adopt for a real project with a
team: one domain everybody reaches over the web, with the software installed there for free.
Docker, on your own laptop or on a Linux server, for local work.
wikibase.cloud, the free hosted service run by the Wikibase development team. It allows up to six
instances per free account, with paid tiers beyond that, and removes the installation step — which is where
something always goes wrong.

wikibase.cloud has one decisive limitation: the data is publicly available to everyone and cannot be password-
protected. It is also still in beta. For learning and prototyping it is ideal; for a project with any confidentiality
requirement it is not, and you need one of the other two paths.

Creating a wiki
Create an account, confirm it by email, and go to the dashboard to create a new wiki. Give it a name; add the
admin user for the wiki itself — note that this is a different account from the cloud dashboard login, and that the
username is case-sensitive; answer the short survey; and create. The instance takes a little while to become
usable, after which it lives at its own address with the familiar Wikipedia interface, and you log in there with
the account you just made.

The three surfaces

A new instance gives you three separate web addresses, reachable by adjusting the URL of the wiki:

1. The wiki itself, where items and properties are created and browsed.
2. QuickStatements, effectively the back end, where batches of statements are pasted in to import data.
3. The query service, where SPARQL is written and run against the graph.

The order of work follows from that: create the wiki, define the ontology by creating properties, import data,
then query the graph.

Defining the ontology as properties
To Wikibase a property is only a number — P1, P2 and so on. It becomes meaningful when you attach a label,
and the label plus the declared data type is what turns the schema into an ontology. For a scenario of ingesting
interviews or speeches, a workable starting set of nine properties, each with its data type, is:



Property Data type

instance of item

subclass of item

has author item

has transcript URL

has media file Commons media file

has message string

publication date point in time

has sentiment quantity

mentions item

Creating one is short work: from the special pages, choose to create a new property, enter the label, pick the
data type from the list — "instance of" links one item to another, so its type is item — and create. The first
property created becomes P1. "Has sentiment" as a quantity is the slot for the output of a sentiment analysis;
"has transcript" as a URL points at material held elsewhere; "has media file" points into Commons media.

Creation order matters, and it is the single most common source of later failure. Wikibase does not let you
choose identifiers — they are generated sequentially — so any import script that refers to P1, P2 and P3
assumes the properties were created in exactly the order the script expects. Get the order wrong and the import
errors out, because the script assumes the properties are compatible with the data it is loading. An ontology is
not interchangeable.

Two things are worth noticing at this point. First, not a single data item exists yet, and the schema and the
ontology have already been created together — the numbers, the labels, and the specification of what each
property may point to. Second, each property is itself now a page in your wiki: you can open "has transcript",
edit it, add labels and aliases. The data type, however, is fixed once set.

Getting data in
Data can be entered manually, imported through the API, or loaded with a tool such as QuickStatements,
which is the practical route for anything beyond a handful of items.

A QuickStatements script is a sequence of commands read top to bottom: create an item, create another item,
add labels, then link the items just created — through the properties — to other items and to literal values. The
items are numbered as they are created, so the script's later lines refer to Q1, Q2, Q3 and so on, and the linking
statements need no labels at all. To run one: open QuickStatements (a separate site, so log in again with the
same wiki account), start a new batch, paste the script, and click import. The tool parses the text into individual
commands — in the worked example, about 114 of them — and shows them as a list before anything happens.
Then click run, and it works through the statements, creating the data on your website.

Green means the command succeeded; red means it failed. On a large dataset there will always be some
failures. The worked import produced four errors, all on media files, most likely because the referenced file was
not present; the errors can be inspected individually and the batch re-run. What came out the far side was a
working graph: 37 items in total, among them 13 individuals as instances of "person", plus posts and dates, and
77 statements.



Manual entry does exactly the same thing one item at a time. Choose to create a new item; technically you do
not even need a label, and it takes the next sequential number, so with 37 items already present the new one is
Q38. Then add a statement, choosing one of the properties already defined — "has sentiment", for instance,
which requires a quantity, so a value such as 293 is entered and the statement saved. It is the manual version of
what the script does programmatically, and it is what qualitative coders will actually use. Merging items is also
available, for when duplicates turn up and need to be combined.

For navigation, the Recent Changes page lists every item as it appears, and from any item you can click through
to the next; that is how a person explores a graph they did not build.

Querying the graph with SPARQL
SPARQL is to graphs what SQL is to relational, two-dimensional databases: the same philosophy, different
syntax. It queries a graph and returns a table, which is why the SELECT clause defines the columns you want
back.

The core of a query is triple matching. A variable is any name preceded by a question mark — ?mp is a choice,
not a requirement — and a pattern names a variable, a property and a value. Prefixes keep the syntax
manageable: wdt: refers to properties and wd: to items. So a single pattern asking for everything linked
through P1 ("instance of") to Q1 ("MP") returns every MP in the graph.

The worked example pulls MPs together with their speeches, and its WHERE block has three patterns:

1. ?mp is an item connected by P1 (instance of) to Q1, the MP item.
2. ?mp is connected by P3 (has author) to something called ?speech.
3. ?speech is connected by P1 (instance of) to Q2, the speech item.

Because a bare Q-number tells a reader nothing, the SELECT asks for the labels as well as the items, and a
SERVICE line supplies them — boilerplate to copy rather than something to understand line by line. Pattern 2
illustrates a real modelling payoff: in this ontology the "has author" property only ever connects people to their
speeches, so it does most of the filtering by itself and the variable at its far end barely needs constraining. The
general shape to hold onto is that the WHERE block is a set of filters — items that are instances of "post", items
that are instances of "theme", and then the posts that carry a particular theme.

One caveat is worth taking seriously, because it is the usual way a first query fails on a brand-new instance: it
returns nothing at all. The diagnostic move is to simplify step by step — a general "all items with their labels"
query that runs correctly tells you the graph and the label service are fine, and isolates the fault to the prefixes,
which are instance-specific and are the fiddly part. Upstream import errors compound the confusion, since
missing data and a broken prefix look identical from the results pane. Test your queries against your own
instance before you depend on them; this is the tweaking part of the work, where you have to be exact about
what you are pointing at.

Once results are in tabular form they leave the knowledge base cleanly and go into whatever analysis tools you
already use.

Human coding, classifiers and the LLM loop
The scaling pattern behind the method is that bulk import handles volume while people add judgement. With
the API and QuickStatements you can load data at a scale no one could type in; then the human members of the
team add an additional layer of information that only a person can produce.



That is precisely how Bailo's project worked. Human coders navigated the website, read a speech, and attached
structure to it — linking that item to a specific theme. The browsing is convenient because it moves between
layers: click through to the transcript, which is an unstructured page, read it, come back to the item, and add the
link. Those human labels then trained classifiers; the classifier outputs were written back into the graph; the
results went back to a person to check quality; and that feedback went back into the classifier so it could
improve on the basis of whether the classification had actually been accurate.

The extension Bailo's team never got to, having started well before LLMs became common, is the same loop
with a model in it: a script pulls data out, an LLM classifies, the classifications are pushed back in as further
layers. An LLM can read the unstructured pages as well as traverse the graph structure, so both halves of the
instance are usable, and MCP-style interfaces are the obvious way for a machine to enter the knowledge base.
The caution is against the fantasy of dropping everything in and letting the tool make sense of it. That is not yet
possible, and it may not be desirable, because you want to stay in control. The layers the machine passes
through have to be designed — and the queries above are exactly one of those layers, where you define the
entities, define the relationships, and hand the machine that vocabulary.

The full worked case: the project examined social media in Melanesia, looking for evidence of foreign
interference — people in other countries interfering in the conversation. A large corpus of posts was collected
manually, with coders navigating the platforms and copy-pasting into Wikibase; that was the raw injection of
data. Structure was then added on top. Accounts recognised as belonging to the same person were linked — the
puppet-master pattern, where one operator runs several accounts — and collected texts were connected to
themes. With that in place, sophisticated queries become possible: complex paths from specific actors to
specific themes, recurrence, date filters to expose temporal patterns, and export to other tools once the results
are tabular.

Provenance, discussion and open-format dumps
Because the instance is a wiki, three capabilities come free and matter more to research than they first appear.

Version control. Every change is recorded, so you can see exactly what was introduced at what point and revert
it. The botched import earlier is the trivial case; the serious case is being able to reconstruct the state of the data
at any moment in a multi-year project.

Talk pages. Every item has a discussion page attached to it, so debate about a specific item lives beside the
item rather than in an email thread. If a coder marked something one way rather than another, the justification
can sit on the item's talk page, and a reader can return to it later.

Tagging. The tagging conventions Wikipedia uses constantly on its discussion pages — who is responding to
whom, what is flagged for follow-up — can be implemented in your instance, and give a distributed team a
usable coordination layer.

Finally, the whole instance can be exported as a dump in a range of very open formats that others can read.
This is where the method meets open science: what you publish is not just a database but a record of how the
data and the project evolved together, including the discussions in which decisions were justified. Assuming
participant privacy is protected, that export can be handed to other researchers so they can revisit a specific
decision and judge whether they agree with it.



Privacy, ethics approval and hosting
Ethics committees, in Bailo's experience, are not interested in the name of the tool. They care where the data
lives and who has access to it. Saying the data will sit on university servers is generally enough; he does not
believe Wikibase was ever explicitly named in an application. The obligation that follows is yours to meet: do
not give access to just anyone, do not publish it to everybody, and make sure your research assistants are not
using "password" as their password.

The practical hosting pattern for a project of any duration is to self-host rather than rely on the public cloud
service. A university-provided server will do, and in Australia the Nectar research cloud can run it for free —
the only likely cost from research funds is a domain name, which matters because you want your entities to
carry a readable name rather than a bare number when you publish them. Access is then gated with a VPN or
passwords, applied across all three surfaces: the wiki, the query service and QuickStatements.

The hard limitation is that Wikibase has no per-object visibility control. There is no differential privacy: you
publish everything or you publish nothing. This follows directly from who funds the software — Wikimedia's
model is that everything is public, so the feature has never been built, and although the project is open source
and somebody could build it, the foundation has no reason to invest resources there. Bailo names it as a
genuinely valuable contribution nobody has prioritised.

The workaround is versions of the dump. You export the entire dataset and then filter out the information you
do not want released, maintaining the structure while selectively removing items. Different filtered dumps can
be kept for different audiences. Plan for this from the start, because it determines what you will be able to
release at the end.

Getting a team to adopt it
Adoption fails for two different reasons, and only one of them is worth working on.

Some colleagues hold a theoretical or epistemological position that is simply incompatible with mixed-methods
research. You can have that argument on its own terms, but there is no point bringing them onto the project,
because they do not accept the precondition that the research can be conducted this way. Equally, if someone
will not make the effort to learn a shared tool at all, that is not a battle worth picking.

Where a colleague can see that the research problem genuinely requires an interdisciplinary approach, the work
is defining the process and the workplace. The failure mode to design against is the unbalanced project, where
one voice — computer scientists, psychologists, whoever is loudest — dictates the vocabulary, and members of
other disciplines stop contributing because they no longer understand what is happening. What is needed is an
equalised space where everybody can understand everybody else, because only then can everybody contribute
meaningfully. Wikibase is one way to build that space; Bailo is explicit that it does not have to be Wikibase.
The requirement is the common place, not the particular software.

The argument for this tool specifically is accessibility. Dedicated qualitative software such as NVivo can
replace some of the functionality, but it is much harder to get into — open NVivo, ask someone to do something
in it, and it will take them a while to learn. A Wikipedia-style interface is far more accessible to navigate and
investigate, and the qualitative/quantitative gap, which is sometimes a wall, is one of the most significant
barriers to real interdisciplinary research. The shortage is of tools that create a space where everyone feels
comfortable.



A single-researcher use: a literature knowledge base
The method is not only for large teams. Bailo runs a personal instance as a searchable literature knowledge base
rather than relying on Google Scholar. A script monitors Crossref for publications in his areas of interest, and
when something new appears it pulls the metadata into the Wikibase. Crossref aggregates data supplied by
different publishers and serves it through APIs, so you can query by author, publication date and so on; some
publishers include the abstract and some do not, but the title and publication details are always there, which is
enough to link records together.

The result complements rather than replaces a reference manager — it does not store the PDFs, so it sits
alongside something like Zotero — and it doubles as an ongoing, structured form of systematic literature
review.


